
Editing in MP4 and Audio Synch
Diagnosing and fixing audio synch 
problems



Scope

• While discussion of the video transport stream 
and some of the details of video compression are 
part of this presentation, I will not be fully 
exploring video or audio compression.

• The focus is on frame (slice) structures in the 
Network Abstraction Layer (NAL) as they impact 
the editing process and audio synchronisation



Applications
• This talk is about video editing of streaming video 

but there are other occasions which lead to the same 
problem
▫ Broadcast news reports with embedded crosses to 

streaming sources often show several frames of synch 
errors in the insert.

▫ Streaming video inserts ads often using a “crash” edit, 
resulting in synch loss at the transitions, sometimes 
carrying into the following programme.



Outline
• Video compression as far as it impacts on the 

transport stream and the interleaving of video and 
audio

• Properties of Zoom recordings vs. standard MP4
• Suitable software and hardware for editing
• Process for synching sound to picture in a corrupted 

Zoom transport stream.
• Relative merits of Zoom interview recordings vs. 

alternatives… Why bother?



Basic MP4 file format



Box names for the MP4 file
• A typical MP4 file produced by OBS or FFmpeg will 

contain four top-level boxes:
▫ ftyp - File Type Box: Contains information about the 

standard version(s) used in the file
▫ free - Free Space Box: Placeholder that should be 

ignored/skipped over
▫ mdat - Media Data Box: Contains data for media tracks 

(audio, video, etc.)
▫ moov - Movie Box: Contains other boxes with metadata for 

the file and media tracks



MP4 initially designed for file transfer

• The moov sits at the end of the header and is written 
when finalising the file, and it is required to be able 
to make sense of the data contained in the mdat box. 

• This means that if the writing of the file gets 
interrupted for any reason (BSOD, disk full, power 
loss, etc.) and the moov box is not written, the file is 
extremely difficult - if not impossible - to recover. 



MP4 extension for streaming
• HTTP Live Streaming (also known as HLS) is an HTTP-

based adaptive bitrate streaming communications 
protocol developed by Apple Inc. and released in 2009.

• HLS works by breaking the overall stream into a 
sequence of small HTTP-based file downloads, each 
downloading one short chunk of an overall potentially 
unbounded transport stream. 

• The resulting structure is called a “Fragmented MP4”



Fragmented MP4 file: Streaming



Layers
• There are two layers making up the video stream

▫ The Video Coding Layer (VCL) contains the 
compressed (coded) video, audio and metadata 
streams

▫ The Network Abstraction Layer (NAL) carries one or 
more video frames in each “slice”, or can have several 
slices for each frame

• Both layers impact on editing decisions and Audio 
Synchronisation with the video 



Architecture



The Video Coding Layer (VCL)
• The video coding layer is where the compression is 

achieved
• It consists of three types of frames:

▫ Intra coded (I) frames (key or reference frames)
▫ Inter prediction (P) frames with prediction derived 

from one reference frame
▫ Inter Bi-directional (B) frames derived from two or 

more reference frames



Reference frames

• Reference frames can be either I frames or P 
frames, but the P frames must be reconstituted 
in a buffer before they can be used for reference 
in prediction

• Reference frames are generally sent in display 
order



Bidirectional (B) frames
• Bidirectional frames can take their predictions from 

reference frames displayed before or after the B frames
• Because the reference frames can be AFTER the display 

sequence, the whole sequence must be stored  in a 
buffer.

• Frames are sent out of display order, so that the 
reference frames are available when needed to 
reconstruct the B frame.

• Frame display order is restored in the replay buffer



Frame coding

• Frames are coded in Macroblocks.

Macroblock from selected area



Compression 1: Macroblocks
• Macroblock can be compared to a shape, in this 

case a diagonally shaded form. Compression 
could just send the code for the predefined 
shape, plus some colour and level information

• A more effective compression uses Discrete 
Cosine Transform to concentrate energy, and 
then use run length coding to reduce the data 
sent. This further reduces the data sent.



I Frame



P Frame – Blue unchanged macroblocks



B Frame – Blue unchanged macroblocks



Compression 2: Motion vectors
• Movement in a frame occurs when a macroblock 

moves within the frame
• If one can identify a similar macroblock nearby, one 

only needs to send information on where a 
macroblock has moved to, which is much shorter 
than sending the macroblock or DCT coded version

• The resulting movement code is called  a Motion 
Vector, identified in the header



Motion Vectors



Groups of Pictures
• Groups of Pictures (GOP) are structures of IPB 

frame sequences that define how many reference 
frames are present and how many frames are 
used to predict each reconstructed frame

• Common sequences for files include a GOP of 
12 (24fps) or 15 (30fps).

• For highly compressed real time streams like 
Zoom streams this GOP can be as high as 250



Frame Sequence

• Frame Sequence MP4 well formed

Brown bars = I frames 
Long blue bars = P frames
Short Blue bars = B frames
Initial sequence still graphic
Sequence = IBBBPBBBPBBBPBB
Group of Pictures (GOP) = 15



Frames are unequal length
• Well formed files start with a null frame (no data) so the 

next bit is the start of a new frame
• The frame header identifies the length of the frame data
• The new frame starts when the previous frame ends
• If the declared frame length and the actual frame length 

are different because of corruption, then that frame is 
lost

• If the lost frame is a key frame then the whole GOP is 
lost



Video transport stream header (part)



Audio stream sequence header (part)



The Zoom data stream
• Zoom data streams are H264 MPEG 4
• The bandwidth is dynamically adapted to the 

available channel. 
• Typical record resolutions can be 640x360 (Free 

version and lowest level of paid version), 1280x720, 
1920x1080.

• Frame rates can be 24fps, 25fps, and 30fps
• If “use HD video” in the video properties is turned 

off, then the session video is limited to 640x360



Transport Stream Structure

• The transport stream consists of a series of 
“slices” containing video, audio, or other 
metadata like subtitles.

• A typical video file might have a video slice 
sequence (ID = 0), and an audio slice sequence 
(ID=1).



Transport Streams

• Video and audio are sent in blocks of slices

• Video and audio slices are “interleaved”

• Blue frames are Video
• Green frames are Audio
• Frame architecture is variable 

length frames with a header 
and variable length data block

• Video Key frames every 15th 
frame with a GOP of 15



Slices vs Frames
• A slice may contain one or more video frames
• Slices and frames are variable length

▫ Reference (keyframes or I frames, P frames) frames contain 
intra-coded full frame (effectively JPEG) coded data

▫ Predicted (Predicted or P frames or Bi-directionally coded 
or B frames) frames contain difference data

• The frame structures are packaged into the Network 
Abstraction Layer slices



Frame discard elegibility
• The first bit in a frame header is mandated to be 

“0” for a valid frame.
• A “1” in the first bit is optional in the standard, 

but if it occurs it indicates an error in the frame 
and the frame should be discarded and masked 
in playback. 

• In some coders this bit is used to indicate a 
corrupted frame



Consequences of discarded frames
• Consequences vary

▫ Loss of a key frame can cause loss of a whole GOP, and because 
the timestamps are lost, a lost of audio synch

▫ Loss of a P frame can cause degradation of the signal quality but 
can be masked 

▫ Loss of a B frame less significant because the data loss can be 
masked

▫ Loss of any frame causes timestamp errors and hence synch 
errors

▫ Some resynch can occur if replay restarts at the next key frame



And so to editing!



Simple editor Software like Clipchamp

• Simple editors 
will only cut at 
reference frames, 
I frames or P 
frames.

• Audio is linked 
via time stamps 
to the video and 
cannot be slipped 
to restore synch.



Professional Editor Software 
• Professional editors allow for audio to be unlinked from 

the video and “slipped” against the video to 
resynchronise

• Use large buffers, so frame accurate editing of both 
picture and sound is possible… large rendered buffers 
allow frame accurate seek and edit.

• Professional editors allow for audio to slip under 
previous or post image sequences, so audio and video 
can have independent, frame accurate transitions



Synchronising sound and picture
• In double system film or TV production a 

Clapper board (and timecode metadata) can be 
used to synchronise the sound of the clappers 
meeting to the visual frame at which the 
clappers meet.

• If one doesn’t have this reference one must use 
references in the video, like doors closing, or 
“plosives” in the speech (p, b, t, etc.)



Decision lists and reference frames
• Editor software does not store all of the resources in RAM
• They store binary or text lists containing time stamps and 

function (transitions, effects)
• These decision lists take up little space, and refer to the 

original source material, loading the relevant parts of the 
source to a buffer when needed

• The editor software maintains a buffer around the view 
window so one can scrub through a sequence seeing full 
(restored) frames

• The editor relies on the time stamps in reference frames to 
maintain audio/video synchronisation



Cuts and Transitions
• If a cut occurs on a Key Frame (I frame) then the 

following GOP can be readily reconstructed
• However, if the cut occurs in the middle of a GOP 

then the whole GOP is lost, and the reconstruction 
starts at the next keyframe (I frame)

• Professional editors load the whole GOP if it is 
available, and reconstructs the whole GOP in a 
buffer and inserts a new key frame at the edit point. 



Graeme Huon Extract MP4 GOP =15

Edit point: inserted key frame



Raw Zoom file with variable GOP



Raw stream data from source file
• Large dropouts
• Variable I frame position
• Variable GOP
• Mix of IPB frames
• Large number of predicted 

frames, so reconstruction 
relies on previous 
reconstructed frames for real 
time display

• Does not allow for reverse 
seeking

• Audio synch easily lost



Inconsistent slices in NAL for Zoom stream 



Other Transmission problems
• When a connection is established, bandwidth limits data rate 

and resolution
• “Normal” transmission (Session) resolution is 1280x720, with 

1920x1080  resolution only available on Zoom Professional
• Recording is now limited to 640x360 for free or low level paid 

version.
• Network congestion or Customer Premises Equipment (CPE) 

can limit bandwidth, and therefore resolution
• Breaking the recording into segments can result in varying 

bandwidth and therefore varying resolution between 
segments. Breaks can be convenient for inerviewees.



Advantage of MP4 Coding
• By design, MP4 coding can produce either lossless of 

lossy compression.
• The resolution of the reconstruction depends on 

how “lossy” the original coding is.
• If the original CPE resolution is 1290x720, then 

even after compression and reduction in resolution 
for the transmission layer, a good approximation to 
the original resolution can be achieved with up-
conversion.



Creating an editable video stream
• Load the Zoom recording into an editor (or 

conversion programme like Handbrake) and export 
it as a full resolution standard MP4 or MOV format 
video stream

• This restores as much of the native resolution that is 
possible depending on the amount of “lossy” 
compression, and resets the GOP and timestamps.

• Use a compression format that minimises the use of 
B frames. 



Hardware requirements

• For editing video one needs enough RAM to 
enable video reconstruction of substantial 
segments.

• Video editing requires at least 6GB RAM, but 
more is better, to allow larger segments for real 
time scrolling. 



Software requirements
• Simple video editors can support simple cut edits and some simple effects (fades, 

wipes and so on) provided the video is in standard form with small GOPs.

• If the video contains corrupted or lost frames or timestamps are lost, then a 
professional editor is preferred.

• Free full featured editors include DaVinci Resolve, Shotcut, or Kdenlive.

• Davinci Resolve supports audio editing to sample level using the Fairlight DAW. 
Most other video editors like Kdenlive only allow audio editing to the frame level. 

• Most full featured video editors allow “slipping” audio against video to restore synch, 
and can change audio gain or “normalise” audio within the video editor. 

• Audio conservation or restoration may require lifting the audio into a DAW like 
Ocenaudio or Tenacity for sample level editing, then re-laying the audio, being 
careful to not change the timestamps.  



Fairlight DAW



Kdenlive video and audio



Synchronising sound to picture
• Working with Zoom with transmission errors is 

essentially working in a “double system” sound 
environment.

• There is no clapper board to initially synch the sound 
and picture

• Synch can be lost at any point, necessitating resynch
• If the codec is a regular MP4 codec, the GOP is likely to 

create a 12 or 15 frame synch error.
• But in a Zoom native recording the GOP can be up to 250 

frames, so the error of a lost frame can be much larger.



Re-Synch process
1. Find the frame at which synch is lost.

2. Look for “plosives” in the speech, or recognisable impulses, in the following video 
and determine the number of frames that the picture precedes or follows the 
sound for that synch point and  note the number of frames that the audio must be 
slipped.

3. Separate the audio and video streams.

4. Select the audio stream only, and cut the audio at the last good frame

5. Select the audio that needs to be slipped, and move it in the direction that reduces 
the synch error, being careful to NOT overlap the slipped audio and the preceding 
audio. You may have to cut some excess in the audio to be slipped.

6. Check that synch is restored and adjust if necessary



Audio restoration
• Mostly related to audio normalisation, removal of external 

impulsive sounds (door slams, coughs) within the video 
editor.

• Most video editors only offer frame accurate audio editing. 
Fairlight offers sample accurate editing and a pen function to 
remove impulse errors. 

• More extensive restoration requires exporting the audio to a 
DAW  and re-importing into the video editor… applies to 
noise reduction and equalisation, etc.

• Most video editors allow for multitrack audio and mixing.



Advantage of Zoom recordings
• A significant advantage of recording a Zoom interview with a 

person of interest is the convenience for the 
interviewee…

• It also allows for a free flowing discussion rather than a 
formal interview, and allows the interviewee to “reflect” on his 
or her experiences in  a familiar environment. 

• The raw capture can be achieved in about the time required 
for the discussion.

• Can be recorded in a single continuous session or several 
short continuous sessions.



Disadvantages of Zoom interviews

• Video resolution is variable.

• Audio backgrounds and environments  are 
uncontrolled.

• Transmission errors result in significant synch 
losses, requiring extensive post production.

• Switching between speakers is essentially 
controlled by the Zoom application.



Alternatives

1. Single camera, in camera audio

2. Single camera, double system audio (audio 
recorded separately and synched later)

3. Multi-camera with embedded audio



Single camera with in-camera audio

• Inconvenient to set up on location

• Needs careful planning and a set of predefined 
questions… not readily amenable to “reflective” 
comment or flexible follow-up questions in context 

• Shot out of order, and needs pickups to cover cuts

• Needs extensive post production to reconstruct the 
interview



Single camera double system audio
• All the limitations of single camera with in-camera 

audio but with the added complication of having to 
resynch the audio in post. 

• May give better audio quality if the audio is recorded 
separately on high quality audio equipment.

• May give better control of the environment but 
requires extensive planning and some 
inconvenience during recording



Multi-camera embedded audio
• Usually done in a purpose configured location.
• Good control of lighting and sound environment
• Fixed cameras can give multiple shots dynamically in context, 

but needs a separate “switcher”.
• Can be portable using OBS software as a vision switcher and 

audio mixer. 
• Best suited to lectures, but with preparation can also work for 

interviews
• Editing is done live, so post production is minimal, but the 

initial setup requires a lot of effort, inconvenience and 
planning. 



Justification for real-time Zoom
• Captures individual perspectives in nearly real time 

(Phenomenographic capture of ethnographic data)
• Minimises inconvenience for the interviewee
• Provides global access to information
• Post Covid experience and almost universal fibre rollout, minimal 

equipment and software requirements.
• Can use free software yet can produce relatively high quality results, 

largely depending on the personal context of the interviewee’s 
environment and equipment.

• Emphasises the importance of capturing the interviewee’s 
perceptions and experience, rather than emphasising production 
values. Suitable for contemporaneous information capture.
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